NIH Unique Identifier (UID) Technical Report

Draft 1

August 15, 1997

Issues

1. Scope: who, besides NIH employees and contractors, will be assigned a UID and placed in the NIH directory, and who will be issued public key certificates? DCRT customers from other Government agencies? Grantees? Extramural collaborators who use NIH computing services?  

2. Lifetime: should a person’s UID remain the same if they leave NIH, then later return?  What if they return under a different relationship, for example an NIH employee returns as a contractor?  When will a person’s directory, security registry, and database entries be deleted?

3. Singularity: should we strive to assure that each person is assigned only one UID at any time?  If so, what information is needed to check if an individual has already been assigned a UID?

4. Form: should the UID be constructed from information about a person (e.g. name, date of birth, Social Security Number, passport number, etc.), be arbitrarily assigned, or a combination of both?  Do individuals need to be able to easily remember their UID?  To they need to be able to easily determine their UID?

5. Uses: what uses are envisioned for the UID?  Suggested potential uses: Primary key to NIH directory (directory object attribute), security registries, application databases.  CommonName or SubjectAltName in public key certificates.  Key for joining records across databases.  Login name.  E-mail address.  Name of home directory.

6. Issuing authority: who at NIH will be authorized to assign UIDs and issue public key certificates?

Survey

E. I. DuPont Corporation 

Scope

DuPont has a corporate e-mail directory of about 100,000 entries, which is fed by the various e-mail systems. The directory includes employees, plus some contractors, and some of these are not readily identifiable as non-employees.  Some affiliated folks (like CSC employees) are in a directory separate from DuPont's.

Lifetime

The central directory is fed by the distributed e-mail systems.  The system administrators can (and do) have different policies regarding the lifetime of entries and identifiers.

Singularity

Uniqueness is guaranteed only within an e-mail node, of which DuPont has “all too many”. Any individual can have several entries in the directory, and it is hard to tell whether “Jane Doe” on node “abc” is the same person as “J. Doe” on node “efg”.

Form

DuPont uses an identifier that usually consists of the first six characters of last name plus initials (e.g., DOEJA for Jane A. Doe).

Uses

E-mail address, possibly others.

Issuing Authority

Local e-mail administrators.

Note: DuPont is implementing an X.500 directory to replace the older proprietary one, but it will inherit most of the data management problems.

(Source: Doug Reece, CSC)

Computer Sciences Corporation (Source: Doug Reece)

Scope

Computer Sciences Corporation has a single corporate directory, hosted in Lotus Notes.  The directory contains entries only for most or all of its 40,000 employees.

Lifetime

There is no obvious expiration date or mechanism for keeping the same ID for an individual who leaves and subsequently returns.

Singularity

Not sure.  The individual's Social Security Number may be in the Notes record, and used to prevent multiple entries for the same person.

Form

Computer Sciences Corporation assigns a unique identifier consisting of first initial + last name + an integer to make it unique (e.g. jdoe47).

Uses

E-mail, possibly others.

Issuing Authority

CSC’s directory is centrally administered.

(Source: Doug Reece, CSC)

Los Alamos National Laboratories, DOE

Scope

Los Alamos issues a unique “Z number” to all employees and contractors, even those who do not use computing services.  Hundreds of thousands of “Z numbers” have been issued.

Lifetime

“Z numbers” are assigned for the individual’s life, and never reused.  An individual’s database entries are never deleted.

Singularity

Each individual receives a single ”Z number”.  The security clearance procedure, which includes a check on employment history, is nearly certain to prevent assigning multiple “Z numbers” to the same person.

Form

“Z  numbers” are sequentially-assigned integers.  They are recorded on all badges, both visibly and electronically.

Uses

“Z numbers” are used for virtually everything, including: computer services, access to secured areas, property tracking, identification on publications, and checking out library books.

Issuing Authority

“Z numbers” are assigned centrally by the Los Alamos security department.

 (Source: Nathaniel M. Bobbott)

Jet Propulsion Laboratory, NASA

Scope

About 5K employees plus contractors?

Lifetime

Life of the individual.

Singularity

Yes, but not know what information is used to check for duplicates.

Form

Any available unique name.

Uses

E-mail, login name, possibly others.

Issuing Authority

Human resources dept.

(Source: Jeffrey P. Hildebrand, JPL)

Massachusetts Institute of Technology

Scope

Over 20,000 students, faculty, staff, and sponsored collaborators

Lifetime

Student, faculty, and staff accounts are deactivated no sooner than five weeks after an individual is removed from the MIT personnel database.  Files associated with a deleted account remain on-line, but inaccessible, for at least three months after deactivation.

Singularity

Yes.  Information available to check for duplicates includes: full name, MIT ID number, department position, office address, and digitized image.

Form

Any available name.  An Athena username must be 3-8 characters long, containing only lowercase letters and/or numbers.  MIT photo ID cards carry a 9-digit ID number.

Uses

Kerberos login name, E-mail, possibly others.

Issuing Authority

Photo ID cards are issued by the MIT Card Office.  

(Source: http://web.mit.edu/olh/Welcome/index.html, http://web.mit.edu/is/help/cert/, and http://web.mit.edu/hfs/www/mit_card.html)

Stanford University

Scope

Individuals with access to Stanford University Network (SUNet) .  Students, faculty, and staff members receive “regular” SUNet IDs, others receive “sponsored” SUNet IDs.  This is 50,000 – 100,000 individuals.

Lifetime

SUNet IDs are assigned for the individual’s life, and never reused.

Singularity

Stanford's SUNet ID policy states that an individual may have only one SUNet ID.  ID applicants are asked to provide their previous SUNet ID, and if they can’t recall it, they are asked to provide their SSN, birthdate, and sex  so any previous SUNet ID can be located in their database.

Form

Stanford faculty, staff and currently registered students who open a SUNet ID can choose any name as long as it is not already taken and as long as it is 3-8 characters long (e.g., jdoe). Anyone who opens a sponsored SUNet ID must have a number at the end of that name (e.g., jdoe3).  Regular IDs can be requested via a Web form, which requires providing the 8-digit University-assigned ID number from the requestor’s badge + the corresponding 5 to 8 –digit PIN.

Uses

Computer services, e-mail id, login name, others.

Issuing Authority

SUNet IDs are issued electronically, via a Web-based system.  However, obtaining a SUNnet ID requires either (1) a University ID number + PIN, or (2) approval by a sponsor with a University ID number + PIN.  These are centrally issued along with ID badges.

Note: This system appears to offer an excellent balance of security, utility, and convenience.

(Source: http://www-leland.stanford.edu/group/itss/services/sunetid)

University of Michigan

Scope

U. Michigan assigns a “uniquname” identifier to all students, most faculty and staff, and some contractors and collaborators—about 140,000 individuals.

Lifetime

There is no way to revoke uniqnames. There is a way to change them, often used after people are married and change their name. The old uniqname becomes available for reuse. If people leave the university, but reappear later, they will probably use the same uniqname.

Singularity

The uniqname database has three keys which are supposed to be one-to-one for people:


1. uniqname


2. social security number


3. university id card number

U. Mich. is moving away from using SSNs, hence the university id #. For most, the SSN and university id allow the system to see if the same person is receiving another uniqname. Exceptions are foreign students, who do not have SS#s. It may become a requirement to give the same person multiple uniqnames (e.g. to differentiate work id from student id).

Form

A uniqname is 3-8 lowercase alphabetic characters.

Uses

The original use was as the login name on Unix systems. There is also a (UNIX) UID associated with each uniqname and the UID is unique for that person. The uniqnames are used to identify principals in the U. Mich. Kerberos database.  The uniqnames are stored in U. Mich. X.500 database and are used as email

names. AFS home directories are named  by uniqname. For example, the mount point of  the AFS home directory for uniqname mjg is /afs/umich.edu/user/m/j/mjg). Application use AFS protection server groups for authorization decisions. These groups contain of uniqnames. Uniqnames  are used to identify users of Oracle and Lotus Notes. The TSO ids on the U. Mich. MVS system are NOT uniqnames.

Issuing Authority

It is done decentrally, by departmental administrators.

(Source: Mike Graham, U. Mich.)

Planned DCRT Universal Customer Registry

Scope

The DCRT Universal Customer Registry (UCR) will contain entries for all users of DCRT computing services, including customers from other Government Agencies.

Lifetime

DCRT will assign each customer a Universal Customer ID (UCID) the first time they register to use any DCRT service.  The assigned UCID will remain the same for the life of the customer.  When a customer is no longer a user of DCRT computing services, their UCR entry may be deactivated, but it will never be removed.

Singularity

Each customer will receive a single UCID.   The UCR database and user interface will be designed to facilitate searches for existing entries, and DCRT personnel authorized to assign UCIDs will be trained in its use.

Form

The form of the UCID has not yet been decided upon.  It is desirable that a customer be able to provide their UCID when requesting DCRT services.

Uses

The UCID will be the primary key to all customer records in the UCR database.  The UCID will enable all accounts and logins on all DCRT systems for a given customer to be located, consistently maintained, and deleted.

Issuing Authority

UCIDs will be issued only by the Technical Assistance and Support Center, Customer Services Branch, DCRT.

(Source: Keith Gorlen, DCRT)

Analysis

Scope

To meet the requirements of an NIH-wide directory service, UIDs must be at a minimum assigned to (1) all NIH employees and (2) other users of NIH IT resources, such as collaborators, contractors, and customers of DCRT services from other Government agencies.  It is not clear that information for all these categories of users should be maintained in an NIH-level directory however.  For example, the authoritative source of e-mail addresses of grantees and non-NIH DCRT customers is their employer’s  directory service, and public key certificates for these users might be more appropriately managed by an ICD or public CA.

Lifetime

UIDs assigned for the life of an individual are most useful, as they permit a historical view of user-related information and simplify reassignment of employees within the organization.

Singularity

Singularity of user IDs is required to meet the stated requirement of the NIH-wide directory service to perform user deregistration.  This implies the existence of a database containing sufficient information about each user to detect matches, and a registration procedure which checks this database for an existing matching entry before creating a new entry and assigning a new UID.

It also implies elimination of duplicate entries in existing registries and databases, and then matching user information across these—a costly undertaking.  Note that DCRT plans to do this for its user registries as part of its Universal Customer Registry (UCR) project.

Form

Hashed Social Security number

With this option, a UID is formed by applying a one-way hash algorithm such as MD5 or SHA to an individual’s SSN to produce a unique ID number.  The advantages of this option are:

· It would produce a UID that would remain the same for the life of the individual and is singular.

· It could be "precalculated" before the user is actually registered with a central repository, potentially permitting a faster and more convenient decentralized registration procedure.

This option has the following disadvantages, however:

· The number cannot be easily remembered, though it could be recorded on ID badges or calculated by supplying the SSN as input to the hash algorithm via a Web page.

· Not all individuals have SSNs, so provision would need to be made for using a passport number or other ID.

· Not suitable for use as an e-mail address or login name.

· There is substantial risk that a one-way hash can be too easily reversed and the SSN recovered.  For example, since an SSN contains fewer than 34 bits of information, it is feasible to recover the SSN by linear search; i.e. hashing trial SSNs until one that produces a valid UID is found.  This requires knowledge of the hash algorithm, but (1) good hash algorithms are well-known by definition, and (2) realizing the full benefit of this scheme implies widely distributing the hash algorithm.

Derivative of Name and SSN

The first 4 to 6 letters of the last name are concatenated with the last 4 to 5 digits of the SSN to form a UID under this option.  The advantage is that this UID can be easily remembered and verified by the owner.  The disadvantages are:

· Not guaranteed to be unique, therefore collisions must be handled by some algorithm (eg replace a letter with a digit).

· There is the danger of assuming that the first guess for a user's uid is correct (ie that there would have been no collision).

· Not suitable for use as an e-mail address or login name.

· Privacy concern of having a part of a person's SSN made public.

CSO-style UID

The CSO system generates a unique identifier by concatenating the first letters of first and last with a sequentially generated number followed by a checksum letter.  The advantages are that:

· Most typos can be detected (due to the checksum).

· Guaranteed to be unique.

· Relatively easy to remember, and suitable for use as an e-mail address and login name.

The disadvantages are that CSO identifiers are variable length and must be centrally generated.

Sequential Numbers

Sequential numbers are assigned as UIDs under this option.  A check digit can be added if desired.  Thus, sequentially numbered UIDs are guaranteed to be unique and can be fixed length.  However, they are not easily remembered, and are not suitable for use as e-mail addresses or login names.

User-selected Unique Name

Users choose their own UIDs, which can be any sequence of  from 3 to 8 alphanumeric characters.  Before registering the UID, a central UID database is checked to make certain that the UID has not already been reserved for another individual.  The advantages are:

· Viewed as user-friendly

· Easily remembered; most suitable for use as e-mail addresses and login names

· Guaranteed to be unique

The disadvantages are that an on-line database is required, and that users may select inappropriate or offensive names.

Uses

The uniqueness and singularity properties required of UIDs make all forms suitable for use as primary keys to databases, directories, and registries, as keys for joining records across databases, and for inclusion in public key certificates.  CSO-style UIDs and user-selected unique names are additionally useful as e-mail addresses, login names, and home file directory names.  CSO-style UIDs are particularly useful for naming home directories since the first two characters are the user’s first and last initials, thus allowing use of the U. Mich. naming scheme, which prevents any single directory from becoming too cluttered.

Use in Public Key Certificates

An extension that was created in the version 2 of X.509 that defines a certificate field (not extension) as "Subject Unique Identifier", an optional bit string used to make the subject name unambiguous in the event that the same name has been assigned to different entities through time.  This is certificate-centric and does not imply that there is any unique identifier attribute in the directory entry for this subject.

Since this was done for certificate purposes and not for the same purpose as the unique identifiers that the AMG is considering, it would be more to place the unique identifier in a certificate so that it can be found as a directory entry's attribute. This results in the following X.509 options:

1. Certificate "subject" field used with a multiple relative distinguished name such as "C=US,O=National Institutes of Health, CN=Jane A Doe+FOOBAR=??????"

where FOOBAR is the second attribute of the relative distinguished name that is one of the defined standard X.500 directory attributes (e.g., "serialNumber" which is defined as a PrintableString type. There is a "uniqueIdentifier" standard attribute, but that is of BitString type.)

The relative distinguished name is made up of two attributes (CN and FOOBAR) that must match to identify this entry in a X.500 directory.

2. For v3 X.509 certificates, the "subjectAltName" extension can be used, although the X.509 standard defines certain "forms" to be used here, else the "other" form should be registered with ANSI.

3. Also for v3 X.509 certificates, the "subjectDirectoryAttributes" extension can be used to convey any desired X.500 attribute values for the subject certificate. It provides a general means for conveying additional identifying information about the subject beyond what is conveyed in the name fields. Examples of useful identifying information could be the subject's position in an organization, telephone number, or postal address. (Ref:  Secure Electronic Commerce by Ford and Baum).

The first option is preferred (i.e., multiple attribute relative distinguished names).  This is the way Entrust uses centrally assigned unique identifiers.  Their system allows one to use a company specific employee ID #s here as well. Entrust uses the "serialNumber" X.500 standard attribute due to its PrintableString form.

Issuing Authority

In practice, all forms of UID considered would require some sort of on-line, central database or server in order to insure uniqueness and singularity.  A UID issuing service could be made available electronically to large numbers of users, but security issues must also be considered.  Specifically, NIH must address the more difficult problem of how to securely, yet conveniently, distribute login name/password and public/private key pairs to computer users.

Proposal

We propose that we adapt Stanford’s approach for use at NIH, since it is convenient, yet provides medium-level security suitable for most NIH applications.

This approach would utilize two types of UIDs: an NIH ID number, issued along with a PIN to all NIH badge holders, and an NIHnet ID issued along with a corresponding password to all computer users.  The NIHnet ID would be either the CSO or unique name form, since we consider the forms of UIDs derived from an SSN to be too risky to be made public.

NIH ID numbers would be printed on badges and issued to each employee at a face-to-face meeting with the badge issuer on the first day the employee reports to work.  Since this is current practice, this involves no additional inconvenience to the employee.  At this meeting, the employee’s identity is established, a PIN established, and the NIH ID number and corresponding PIN recorded in the NIH Human Resources Database (HRDB).  If the individual has previously worked at NIH, any existing entry is found at this time and updated with any new information, including a new PIN, and reactivated.

Any employee, when needed, would then be able to use his or her NIH ID number and PIN to obtain an NIHnet ID and password by means of a Web-based on-line system.  The NIH ID permits the NIHnet ID to be associated with the employee’s record in the HRDB, and the PIN authenticates this association and transfer of the password.  An employee would then be able to access NIHnet services.

One NIHnet on-line service would allow NIHnet ID holders to access a registration authority to securely establish a public/private key pair and register the public key certificate with the NIH certificate authority.

Another NIHnet on-line service would allow NIHnet ID holders to sponsor NIHnet identities for non-NIH employees such as collaborators.  A similar mechanism would permit ICDs to sponsor NIHnet identities for classes of users such as grantees and customers from other Federal agencies.  The sponsor would assume responsibility for vouching for the sponsored party’s identity, securely transferring the NIHnet password, and deactivating the NIHnet ID when the sponsorship relation ends.  Sponsored individuals would be assigned an NIH ID number, but would not require a PIN or entries in the NIH HRDB.

Thus:

· All NIH employees and all NIHnet users would have a single, unique NIH ID number

· The NIH ID number would be assigned to an individual for life

· The NIH ID number would uniquely identify an entry in the NIH directory, and could be used in public key certificates and to join records across databases

· All NIHnet users would have a single, unique NIHnet ID

· The NIHnet ID would be assigned to an individual for life (though we might provide for changing it)

· The NIHnet ID could be used as an individual’s e-mail address, as an attribute in the NIH directory, as (one of several) login names for NIHnet services, and to name a home directory

· The NIHnet ID could be easily mapped to the corresponding NIH ID number

· The NIH ID number could be mapped to the corresponding NIHnet ID, if one exists
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